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Abstract

Demand for health advice is virtually boundless, especially when it is hard to get: after hours and in the weekend, or actually anytime when an acute health concern emerges.  This paper discusses several web-based systems that begin to address this need.  Phone access is described for those that are not web-savvy or do not have a computer in the first place.  Details of a browser version – www.healthcheck4me.info – are outlined. This specific system is in the public domain, is free, anonymous and has no ads.  A prototype of a Dutch version has been completed.

Introduction

OntoOO's HealthCheck systems lie on the intersection of three major trends in the society:

1. Patients are more and more involved with their health care decision-making.  A recent cartoon in the Wall Street Journal illustrates this with one physician saying to another one: “With the Internet, my patients come self-diagnosed, have second opinions and already belong to a support group”.

2. Health care expenses in the US are rising to unprecedented levels; 16% of GDP, while other developed nations devote around 8% of GDP to this cost component of their economies.  The public sector is likely a main driver for this phenomenon.  Cost containment and reduction is getting more attention.

3. The graying of the population with less people in the workforce contributing their health care premiums mandates establishing greater operating efficiencies. 

Information Technology (IT) has done wonders in many sectors of the society, including the health care sectors.  The HealthCheck systems address the front-end where dealing with acute conditions arises.

The HealthCheck web site www.healthcheck4me.info is a (world) community free service (no ads) that allows anyone to establish an anonymous personal account and subsequently obtain “machine-intelligent” advice regarding health concerns.  An extended version has an associated e-call-center that “looks over the shoulder” of logged in patients.  The system will alert center staff if a patient appears to have a life threatening condition; a staff member can subsequently contact the patient in a chat session through this system.  This extended version is not available to the public.

This system can be used in other modes as well:

· As a support tool for diagnosis and treatment decisions within a medical workflow

· For second opinion research

· For maintaining a minimal quality of service within a large health-care organization

· To foster individual responsibility for personal health-care

· Help (hopefully) decrease the high membership turn over rates of health care organizations

Health care needs are unequal with respect to age as well as socio-economic status.  The elderly as well as those in the bottom half of the society need on average more health care. This is exactly the group that has less access to the WWW. Luckily, most everyone has these days access to a telephone.  To accommodate this segment of the population we have now also a prototype version of a phone server that does speech generation and speech recognition as a front-end to the HealthCheck web server; see the next figure.


Functionality and Design Aspects of HealthCheck

Figure 1 has the top-level view of the family of HealthCheck systems. This family is a combination of the following dimensions:

· Self service or advice provided by e-call-center staff

· Access by phone or via a web browser

· English, Dutch, … language access

There can be many patients as well as multiple staff members interacting with the web server. It is a truly distributed system because the patients, the staff members and the server can each be located anywhere on the planet.  

The bi-directionality of the arrows ensures that the e-call-center staff obtains up-to-date status information about the logged in patients, allows for chat-sessions, call transfers, etc.

The browser patient-box represents “simply” any web browser the patient happens to use.  The patient UI employs basic, mainstream HTML and JAVASCRIPT techniques - agreed to around 1996 - for display and data entry. They are supposed to be supported by any browser.  In spite of these conservative choices we still encounter users having problems with their browsers. 

The public domain browser version allows anyone to create a private account. When setting up an account, the user is asked to specify his or her gender, age, race and previous diseases.  Women are also asked about whether they are menstruating, are pregnant, and so forth.  

This version offers the following functionality:

· Self diagnosis for a particular concern

· Weight tracking

· General, gender neutral, medical info search, which reaches transparently into the WWW

· Display of previous sessions

The user’s input mode consists just of click and point on candidate symptoms, body locations and body systems.  Typing can be done optionally to accelerate the process.  Experts certainly can expedite the diagnosis process by typing. The vocabulary size is over 3000 and growing. 

Validation of a user’s input is always done by asking the user to confirm that the user’s choices are as intended.   The user interface allows a user to provide additional information and also retract previous choices; these new inputs are validated in turn.

The system produces intermediate results as soon as they are available.  These results are made available to patients if they are in self-service mode. Each displayed disease conjecture is supplemented with a confidence number that indicates the amount of support for that disease.  Life threatening diseases are highlighted.

The philosophy to empower the user is illustrated by the capability to drill down in any conjectured disease.  In fact, any fragment of the build in medical “knowledge” can be reached from any page that displays any fragment, simply by chasing links.  The system is totally transparent.

The e-call-center staff-box is part of the non-public version where the patients are members of an HMO, PPO, etc. [An e-call-center staff could be available in the public version too provided that someone, say a state or the federal government, picks up the tab, for example to serve the 41M uninsured.]

A staff member of the e-call-center can view all logged in patient users and obtains a summary of each user’s current session.  Such a summary can indicate that a user may have a serious condition or otherwise needs assistance. The details of a user’s session can be displayed also. The history of a user is then available as well.  A history includes summaries of all previous sessions as well as the disease instances provided when the user’s HealthCheck account was established.

If warranted a browser user can be invited into a chat session (or if appropriate more drastic actions can be initiated.) The member-patient can reject a chat session invitation. Otherwise both parties proceed with exchanging messages, which become part of the permanent record of the member’s session as well as of the session of the staff member.

A user coming in via the phone can at any time being transferred to an available e-call-center staff member.

Appointment scheduling, an obvious capability, is not supported because this would entail interfacing with an organization’s database that maintains staff member’s calendars.

The webserver-box contains the functionality of generating HTML pages or VXML “pages” and for processing the input of patients, staff members and maintenance users. It relies on multiple subsystems, among which: 

- Patient electronic record maintenance 

- Staff electronic record maintenance

- Diagnosis algorithm

- Chat message exchange for the browser version

- Medical “knowledge” repository

- Medical “knowledge” maintenance

The HealthCheck system has been developed in a “green field” way, i.e. without having to deal with the idiosyncrasies of an existing patient management system.  Time will tell whether the integration with existing systems is easy or a major enterprise.  HealthCheck can be easily extended at lower levels with any plumbing required for such an integration: CORBA, RMI, XML, SOAP, etc. The availability of programmatic interfaces to existing patient systems remains to be seen.

Diagnosis Algorithm

The first thing to acknowledge is that the algorithm’s output is at most a pre-diagnosis. Obviously, it is not possible to see or touch the patient, to do lab tests (lab-on-a-chip is not a standard PC peripheral), to do x-rays, MRI, ultrasound, etc. Thus the “diagnosis” is confined to the patient’s reporting of self-observations. Consequently, the algorithm is driven by the user’s responses to questions regarding the occurrence of symptoms, perceived troubling body locations and/or body systems.  

The algorithm takes into account the gender, age and other patient characteristics. No attempt has been made to emulate the processes that physicians may (or may not) follow to reach conjectures. The algorithm proceeds across a broad front, as it entertains as many parallel conjectures as are supported by the provided evidence.  In this way unusual cases (a source of malpractice) are not overlooked.

The algorithm exploits that symptoms differ in how often they are used in the definition of diseases; see the distribution below.
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Symptom bucket N is defined as the set of those symptoms that occur in N diseases. We have omitted in the graph bucket 1, whose size is 503 and which contains more than half of the 840 symptoms currently available in the system. Bucket 2 has size 134; i.e. there are 134 symptoms that are each used in only 2 diseases. At the other extreme there is bucket 54, which has two members, which each occur in 54 diseases.

The algorithm uses in the beginning the symptoms in the high numbered buckets, because those symptoms cover many diseases and thus help to identify sizable disease subsets to focus on, or to ignore for the time being. The symptoms in the lower buckets are used later to firm up a disease conjecture. 

Causal connections between diseases are available in the medical “knowledge” base but are as yet not exploited by the algorithm to assess a generated disease conjecture. E-call-center staff and browsing patients helping themselves, of course, can exploit the causal connections to evaluate the generated conjectures.

Chat messages exchange

The ability to start (or more accurately propose) a chat session is currently restricted to the e-call- center staff.  We consider giving the patient this ability as well, for instance when the system has conjectured a life-threatening disease, when the patient is “more-equal-than-others”, when the patient has a serious chronic condition, etc.

Message exchanges consist of typed strings for both parties.  The functionality of sending “canned” strings by the staff is considered.  The staff’s chat window has sub windows displaying the details of the patient’s interaction with the system as well as the patient’s history.

Phone Access

The separation of declarative medical knowledge and the diagnosis algorithm that uses the knowledge made it surprisingly easy to add the speech preprocessor to the system.  The learning curve for VXML – the speech version of HTML – was a bit steep due to bizarre features of VXML.  [Using XML syntax for what is essentially yet another programming language was a poor choice, especially because VXML still relies also on JAVASCRIPT. Extending JAVASCRIPT with a few speech specific classes would have made more sense.]  The only difference with the browser version is that the batch of symptoms presented in the phone version is smaller before the user’s responses are evaluated. Providing automated feedback is also limited due to the sequential nature of audio in comparison to the 2D of a web page.  Hence the phone version lends itself more to assistance through an e-call-center than the self-service capability of the browser version.

Localization

The creation of a non-English version was somewhat of an afterthought. The solution was laborious indeed but not complex: all strings were replaced by symbolic references and each target language has its own elaboration of the symbolic references.  It turned out that we could generate the English version automatically with simple tools due to the rigorous design; i.e. the Java sources for the decomposed system were generated from the compiled medical “knowledge” repositories.  A Dutch version was obtained by simply replacing the single file with English elaborations.

Medical “knowledge” repository

In the style of modern object-oriented thinking, one could say that “Joe having a bout of say pneumonia” is an “instance of the class Pneumonia”.  In turn Pneumonia would then be an instance of the meta class DISEASE.  Unfortunately, current production strength object-oriented program languages do not support meta classes. Thus, we have pushed things down. We have a Disease class that has instances entities like “pneumonia”.   Joe’s affliction is captured by instances of a class DiseaseInstance that represents, in essence, a relationship between the Patient and Disease concepts. 

The conceptual schema for the “knowledge” repository uses as components, among others, body locations, body systems, diseases, abnormal conditions, symptoms and their subclasses.  An object-oriented class diagram shows that all classes are densely tangled together due to their numerous interdependencies. 

The design of this schema exploits a key trick: indirection. For example, a disease instance does not refer directly to a symptom instance. Instead it refers to the name of that particular instance.

As a result there is loose coupling throughout all elements in the repository.  A load-on-demand capability was easily achieved as a pleasant bonus.

Medical “knowledge” maintenance

Dedicated editors – also browser based – have been developed to extend and maintain the medical “knowledge”. These editors produce JAVA source code that is guaranteed to be correct – assuming, of course, that the editor’s user has made the proper decisions.

The graph below depicts the historical relationship between the number of diseases in the system as a function of the total amount of source code. Up to 400 diseases the slope tended to decrease: it became easier and easier to add diseases due to already available body locations, symptoms, abnormal conditions, other diseases, etc. Adding infrastructure for phone access and support for multiple languages has caused the recent increase of the slope. 
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Patient Simulator

A patient simulator can process all 531 diseases within a minute.  This internal tool is used to investigate the success rate of the diagnosis algorithm.  Its current findings:

· 361 diseases end up in first position in the list of conjectures

· 73 diseases are found but not as the top choice

· 40 diseases are “super class diseases” and can be ignored in the analysis

· The balance consists of diseases that are still incompletely defined and/or can not be reached for other reasons

The problems found by the simulator correspond partially with ambiguous disease clusters. It remains to be seen whether the identified ambiguities are intrinsic (with respect to the chosen representation and the limited information available to the algorithm) or whether they will resolve when the collection of diseases is further fleshed out.

Status of the Tool

The website (www.healthcheck4me.info) was launched in 2002 August and has been in continuous operation (except during server reboots).  Upgrading the system is done on the fly. On 2004 July we had:

· 153      body locations

· 77        location sets

· 101      body systems

· 531      diseases

· 30        disease sets

· 81        abnormal conditions

· 840      symptoms

· 3199    terms in the vocabulary

· 2.6MB Java (mostly) source code

Although we do not advertise, new accounts are created daily. The search engines are “aware” of our web site.

Comparison with Similar Tools

Mycin [Shortliffe] was an early (1972-80) AI based interactive diagnostic program specialized in infectious diseases and was aimed at physicians. In a controlled test, its performance equaled that of specialists. However, a demo that we attended showed that “it took forever” to answer the questions that it generated before a conclusion was reached.

DXplain  [DXplain] This interactive diagnostic system appears to be aimed at medical students rather than being a production tool. 

Yourdiagnosis.com [Yourdiagnosis] This system is available to the public like our HealthCheck. However, after asking a long series of symptom questions it ends up with a request to hand over $14.50 in return for an emailed diagnosis. Real time interaction is not supported.

Diagnose-me.com [Diagnose-me] This system engages in a lengthy question-answering session and emails conclusions for a fee. A conclusion is either computer generated or (for a different fee) has additional comments from a reviewing doctor.

Worlddoc.com [Worlddoc] This site appears to support some form of self-diagnosis as well as (separately) online chats.

Commercialization Aspects

HealthCheck is developed with the following cost savings as goals:

-- Helping patients to better help themselves and through the weight-tracking component induce a better lifestyle 

-- Preventing unnecessary emergency room (ER) visits

-- Reducing the high turn over rate that HMO’s and PPO’s experience

Summary

This paper describes the status quo of the HealthCheck system that is available to the public over the WWW since 2002 August. It allows anyone to create an anonymous account and subsequently to do, among others, a self- diagnosis. The extended, non-public, version has an associated e-call-center staff that “looks over the shoulder” of logged in users. If warranted a staff member can engage a user in a person-to-person chat session. Access by phone using speech technology is described as well support for multiple languages.

Key functionality and significant design aspects are outlined. 

HealthCheck is compared with similar systems.

Commercialization goals are touched upon. 
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Fig. 1 Health Check Architecture
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